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1 Introduction

IO economists usually model either price or quantity competition between oligopolists as-

suming that firms use static strategies and choose their actions knowing both the cost and

the demand shocks of all firms. These formulations are typically tractable even with many

firms and products. However, in reality some asymmetries of information will surely exist,

giving rise to the possibility that, when choices are made repeatedly, firms will be making

inferences about their rivals’ likely future price or quantity choices from their current choices,

creating new incentives that do not exist in the standard models, even if we assume that

behavior is not collusive. It is clearly important to know if, and when, these incentives could

give rise to significantly different predictions.

Leccese, Sweeting and Tao (forthcoming) (hereafter LST) and Sweeting, Tao and Yao

(2024) (STY) consider repeated games with asymmetric information where oligopolists sell

differentiated products and set prices. In LST, a merged firm is assumed to have private

information about its marginal costs, as a result of a privately observed and permanent

merger cost efficiency. LST show that a pooling equilibrium may exist where a merged firm

that has experienced a large efficiency sets the same price as a firm with a much smaller

efficiency (i.e., the efficient firm sets prices that are above static best response prices) because

price reductions would cause rivals to infer that the efficiency is large and so lead them to

set lower prices in future periods. STY consider games where each oligopolist has private

information about its marginal costs, and these marginal costs are serially correlated across

periods. STY study separating equilibria where all firms with costs above the minimum

possible level increase their prices to raise their rivals’ beliefs about their costs, and rivals’
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expectations of price levels in future periods. Both LST and STY show that the effects

on equilibrium prices can be substantial in concentrated oligopolies, including when using

estimated demand systems from the US market for beer.

This paper considers similar games but assumes that firms set quantities. As is well-

known, strategic incentives in quantity-setting games are qualitatively different (Bulow,

Geanakoplos and Klemperer (1985)), as a firm will tend to benefit when its rival produces

less, and a rival is likely to want to produce less when the firm itself is expected to produce

more. This contrasts with price-setting games where rivals’ will tend to raise their prices

when a firm is setting a higher price. Therefore, it is not surprising that we find that strategic

incentives in quantity-setting games involve firms indicating that they have lower costs, by

setting higher quantities, whereas in price-setting games, firms tend to want to signal that

they have higher costs.1 Our first contribution is to construct examples that illustrate the

logic of strategic effects in repeated quantity-setting games of incomplete information, and

to show that the effects on market outcomes can be substantial.

We give more emphasis to a second difference that we find between quantity- and price-

setting models, which is less immediately obvious, but which turns out to hold across many

common demand systems, and which is also relevant for understanding the applicability of

these effects. In the price-setting examples considered in LST and STY, the incentives to

signal and/or the equilibrium effects of signaling on outcomes become smaller when market

concentration is lower. For example, in LST’s beer example, no pooling equilibria exist (for

non-trivial efficiencies) when we assume, counterfactually, that all rival (i.e., non-merging)

1It is, of course, possible to construct examples, e.g. the sale of complements, where the direction of
incentives in price- and quantity-setting games is different to standard intuitions.
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products have a separate owner, even though we find that pooling equilibria that would lead

to large cost efficiencies (e.g., 10% or more) not being passed through exist when we use the

actual ownership of rival products or any rival ownership structure that is more concentrated.

In STY’s analysis of a model where symmetric firms have discrete cost types, signaling can

raise average prices by 12% under duopoly, but by only 1.5% with four firms and 0.5% with

six firms.

The fact that strategic incentives are only really large under duopoly is, of course, con-

sistent with the theoretical literature’s focus on duopoly models to illustrate different types

of strategic incentives, as well as two intuitions. First, when there are more firms, a firm will

capture less of the benefit if it raises market prices, so it will, all else equal, be less willing

to invest to do so (“free-riding”). Second, rivals’ prices will tend to be be less sensitive to

the price that one firm sets when those rivals are less concentrated.2

In quantity-setting models we find that rivals’ choices (considered in an appropriately

aggregated way, such as the sum of their outputs) will often be more, not less, sensitive

to a firm’s output choice when rivals are less concentrated. Depending on the specifics of

the model considered, this can result in strategic incentives, and the effects of strategic

behavior, becoming stronger in less concentrated markets, or declining with the number of

firms at a rate which is much slower than in price-setting games. For example, we will find

examples of models where percentage price reductions in equilibrium are larger with seven

firms than with two firms. Therefore accounting for private information may be important

even in markets that are relatively unconcentrated when quantity or capacity choices are

2Note, in the LST example described above, only the second effect is at play as the merged firm’s share
is held fixed. We will return to this point in the context of quantity-setting games below.
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a critical aspect of competition. In future work, we plan to investigate these quantitative

effects using models calibrated using actual data.3 In this paper, we focus on presenting a

range of examples, which are especially useful in allowing us to compare what happens to

similar specifications with price-setting.

The structure of this paper is as follows. We conclude this introduction with a brief sum-

mary of related literature. Section 2 follows LST in considering a pooling equilibrium where

a merged firm benefits from a privately observed and permanent marginal cost efficiency,

but, with quantity-setting, the equilibrium involves a low efficiency firm setting quantities as

if its efficiency is large. We provide several analytical results for how rivals’ equilibrium best

response functions, and incentives to pool, change, or are invariant, with market structure

for some special demand systems, and we use simulations to show how the qualitative results

extend to other cases. Section 3 considers games where each firm has private information

about its marginal cost and costs can evolve over time, following STY. We show, using sym-

metric firm examples where there are either discrete cost types or continuous cost types and

either finite or infinite horizons, that equilibrium effects can be significant even when there

are six or seven firms in a market.4 Section 4 concludes. The Appendices contain additional

computational details and additional examples.

Related Literature. Our work is related to several literatures. One literature has com-

pared price and quantity setting outcomes in static models with complete and full informa-

tion. Singh and Vives (1984) show that, in a linear demand duopoly model price competition

3STY perform a calibration of a three-firm price-setting model to moments from the beer market.
4STY considered some three- and four-firm examples with asymmetries. The main finding in these

examples is that the effects on prices are larger when firms’ shares are more asymmetric, so that markets are
dominated by a smaller number of firms, as long as there are at least two large firms. Therefore, the results
are qualitatively consistent with the patterns here.
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results in lower prices and higher surplus than quantity competition. Hsu and Wang (2005)

show that this result extends to oligopoly, even if, with more firms, some prices can be lower

with quantity competition (Häckner (2000)). We depart from this literature by considering

repeated game models with private information, showing that dynamics and private informa-

tion contribute to quantity competition becoming more competitive and price competition

less competitive.

A second literature compares outcomes when there is complete and incomplete informa-

tion but games are one-shot. Shapiro (1986), assuming linear homogenous product demand

and quantity-setting, shows that when firms’ realized (constant) marginal costs are private

information, expected output is unaffected, but the variance of output increases, benefiting

consumers but lowering total welfare in expectation. Vives (2002) considers linear homoge-

nous demand with quadratic cost functions. There are no expected output effects, assuming

all firms always produce, but Vives shows that the welfare losses due to the incompleteness of

information dominate those from market power as markets become “large”, in the sense that

the number of firms increases.5 In our repeated competition models, incomplete information

tends to raise expected output, as well as increasing the variance of output.

A large literature considers strategic incentives in price and quantity games (see Tirole

(1988), chapters 8 and 9).6 In our models, prices and quantities themselves are strategic

variables, and, aside from possibly conveying information, they have no direct effect on prof-

5Aryal and Zincenko (2024) provide an empirical analysis of the world oil market using the Vives model
of incomplete information quantity competition. They report that, on average, complete information would
raise expected output by 7%. Their parameters, however, imply that, under complete information, some firms
may not produce. We only consider examples where all firms produce under both complete and incomplete
information.

6There is also more recent work on these issues, some of them dealing with how the technology of price-
setting has changed due to, for example, delegation to algorithms (MacKay and Remer (2022) and Brown
and MacKay (2023)). These papers do not consider persistent asymmetries of information.
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its in later periods. von Stackelberg (1934) considered changing the simultaneous Cournot

assumption, within period, by allowing one firm to move first, accounting for how its action

would affect the choice of the follower. Our reaction function analysis in Section 2 resembles

a Stackelberg-like analysis, although in the context of a game where one firm’s cost is in-

complete information. Harrington (2021) considers a price-setting model that is essentially

identical to the LST model, i.e., the price-setting version of the model in Section 2 here.

LST discuss the features of their analysis that extend Harrington’s insights, particularly the

role played by rival market structure, which is the issue emphasized in the current paper.

The closest work to our analysis in Section 3 is Mester (1992). Mester provides an ana-

lytical proof of the quantity-increasing effects in a three-period linear demand differentiated

product duopoly version of our model, although without considering the magnitude of these

effects. We will use computational analysis to show that effects can be significantly larger

in infinite-horizon or longer games, and we will show that the effects can still be large with

more firms. Mester’s paper builds on the analysis of a two-period price setting game in

Mailath (1988) and Mailath (1989). We will also make use of the conditions for uniqueness

of separating best responses from these papers. Related but more distant from our work,

Bonatti, Cisternas and Toikka (2017) consider a model of dynamic quantity competition

where firms learn about their rivals’ marginal costs, which are fixed over time, from a noisy

price signal. Firms’ signal jamming strategies lead to overproduction that falls over time.
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2 Repeated Game Where One Firm Has Private In-

formation

In this section, we present the quantity-setting version of the LST model. One firm has pri-

vate information about its marginal cost. We will describe this firm as having just completed

a horizontal merger which may have caused a cost efficiency, although one could rationalize

the source of the information asymmetry in other ways. We describe the general model and

the pooling equilibrium that we consider, before considering an example. We then provide a

mix of analytical and simulation results assessing how the existence of a pooling equilibrium,

where a high marginal cost firm produces more than it would under complete information,

depends on the market structure of the non-merging firms. We compare the relationships

that we see to those that exist with price-setting. We conclude by relating what we find to

the antitrust analysis of mergers.

2.1 Model and Equilibrium.

Suppose that before a horizontal merger, i = 1, .., N ≥ 3 firms have known inverse de-

mand functions, pi(q), where q is the vector of all quantities, and known marginal costs,

ci. For comparison purposes, we assume that pre-merger firms compete by setting complete

information static simultaneous Nash equilibrium (CISSNE) quantities. Products may be

homogenous or differentiated substitutes. Firms 1 and 2 are symmetric, and, if products

are differentiated, we will assume firms 1 and 2 are single product firms. We assume that

quantities and prices are observed perfectly.

A firm M is created by an exogenous one-off merger of firms 1 and 2. Their pre-merger
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costs are cPRE
M . If products are differentiated we will assume that M keeps both products

in the market. Demand is the same as before the merger, as are the marginal costs of

non-merging firms. However, M ’s post-merger marginal cost, cM , while known to M , is

not observed by rivals. Specifically, suppose that cM = c (large efficiency), with known

probability ϕ, 1 > ϕ > 0, or cM = c (small efficiency).

We assume that firms play an infinitely repeated post-merger quantity-setting game, with

no further mergers. Rivals may make inferences about cM from the quantities that M sets.

M ’s discount factor is βM . The quantity of an individual product is qi. qj (q−j) denotes

the quantities of multiproduct firm (all firms other than) j. q†(cM) denotes post-merger

CISSNE quantities given cM and we will assume that all firms’ CISSNE quantities would

be strictly positive under either cost realization, and that q†M(cM) and the sum of all firms’

CISSNE outputs are decreasing in cM .

cCMCR
M are the costs that would keep post-merger CISSNE quantities at exactly their

pre-merger levels. The associated efficiencies, of magnitude cPRE
M − cCMCR

M , are known as

the “compensating marginal cost reductions” (Werden (1996), Froeb, Tschantz and Werden

(2005)), which we will call CI-CMCR efficiencies. πM(cM , qM ,q−M) is M ’s post-merger

profit, as a function of its costs, its quantities (assuming M produces the same amount of

each product when it is a multiproduct firm) and rival quantities. qBR
M (cM ,q−M) maximizes

M ’s one period profits given costs and rival quantities q−M .

We consider the existence of the following pooling Markov Perfect Bayesian Equilibrium

(MPBE) (Toxvaerd (2008), Roddie (2012)). An MPBE specifies expected payoff-maximizing

quantities for each firm as a function of its type and, where relevant, its beliefs, which should

be consistent with Bayesian updating on the equilibrium path. The Markovian restriction is
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that past actions only matter through beliefs. An implication is that if M ’s cost was to be

revealed to all players, CISSNE quantities would be chosen in every period.

Definition 1 Pooling MPBE. M sets quantities q†M(c) for its products in the first post-

merger period and when it has done so in each previous period, and otherwise it sets quantities

qBR
M (cM ,q

†
−M(c)). Rival firms believe that cM = c with probability ϕ and set quantities q†

−M(c)

in the first period and when M has set quantities q†M(c) in every previous period. Otherwise,

rival firms believe that cM = c with probability 1 and set quantities q†
−M(c).

There may, of course, be a continuum of other pooling equilibria which could be sustained

by other beliefs given appropriate discount factors. The proposed equilibrium is particularly

simple and intuitive as the strong (c-cost M) type always chooses its best response output

to the output it expects its rivals to set, while the weaker type (c-cost M) copies the action

of the stronger type in order not to reveal its weakness.7

When it pools, a c-cost M is producing more, q†M(c), earning πM(c, q†M(c),q†
−M(c)) per

period, than its best response quantities, qBR
M (c,q†

−M(c)), in order to prevent its rivals’ quan-

tities increasing from q†
−M(c) to q†

−M(c), which would causeM to earn πM(c, q†M(c),q†
−M(c)),

in all subsequent periods. If the post-merger game is infinitely repeated, the condition for

the pooling equilibrium to exist is

βM ≥ β∗
M =

πM(c, qBR
M (c,q†

−M(c)),q†
−M(c))− πM(c, q†M(c),q†

−M(c))

πM(c, qBR
M (c,q†

−M(c)),q†
−M(c))− πM(c, q†M(c),q†

−M(c))
, (1)

where we will call the right-hand side value the “critical discount factor”, β∗
M . Assuming

7One could appeal to the intuitive criterion (Cho and Kreps (1987)) to eliminate pooling equilibria where
the low cost type is not producing its best response output.
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that consumer surplus is increasing in total output, consumer surplus will be higher in the

pooling equilibrium than in the CISSNE where cM = c.8

This condition is similar to the condition for tacit collusion to be sustained in an infinitely-

repeated game. The difference here is that only a single firm is deviating from static best-

response behavior.

8Of course, one could imagine circumstances under which consumer surplus could be reduced by pooling.
For example, if pooling leads to a firm whose product would generate significant value for consumers was
deterred from entering.
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Figure 1: Horizontal Merger Example with Linear Demand and Homogenous Output. “BRF” is a “best response function” and
“Eqm. BRF” is an “equilibrium best response function” for a group of rival firms (see text). The values on the isoprofit curves
show differences in the per-period profits of a cM = c = cPRE

M M that does not benefit from a cost efficiency from its profits at
A (i.e., the pooling equilibrium outcome where the firms produce the same as they would under complete information if the
merged firm had benefited from the CI-CMCR cost efficiency). The total output of the merged M is twice the output shown
on the vertical axis.
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2.2 Homogenous Products and Linear Demand Example.

Suppose that products are homogenous and that, pre-merger, there are N = 3 single-plant

firms. Firms 1 and 2, which will merge to become M , have marginal costs of 20. Firm 3

has marginal costs of 16. The firms produce a homogenous product. There is linear inverse

demand, P (q) = 100 − 2
∑

i qi. Symmetric firms 1 and 2 merge to become firm M . The

black solid line in Figure 1 depicts the pre-merger static equilibrium best response quantity

of firms 1 and 2 (i.e., the optimal output of each firm, not both combined, when they are

best responding to each other as well as firm 3) to the quantity produced by the non-merging

firms (here firm 3). The solid magenta line shows the optimal best response quantity of firm 3

given the q1 = q2 on the vertical axis. The pre-merger equilibrium is at A with q†1 = q†2 = 9.5

and q†3 = 11.5.

The red solid line shows M ’s (post-merger) static best response if cM = c = cPRE
M , where

the output of the merged firm is twice the value on the vertical axis (i.e., one can think that

the merged firm splits its output equally between its plants). The new CISSNE would be at

B (q†M = 12.66 and q†3 = 14.67). M ’s best response function would be the red dashed line

if cM = c = cCMCR
M = 1. This passes through A by construction. The reaction function is

flatter than the pre-merger equilibrium best response function reflecting how, after a merger,

M would respond to an exogenous firm 3 quantity decrease with a smaller output increase

than competing firms.

If c = cCMCR
M and c = cPRE

M , then the pooling equilibrium would involve the firms setting

quantities at A, even when the merged firm has no efficiency. Compared with B, the outcome

at A increases consumer surplus by 183 (930.3-747.1) and total surplus by 58 (1555.7-1498.2),
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while reducing the profits of firm 3 by 165 (430.2-265.5). The blue isoprofit curves show the

differences in the cPRE
M -M ’s profits from its profits at A. Play at B would lower cPRE

M -M ’s

per-period profits by 40.111. If this cPRE
M -M deviates from play at A, it could raise its profits

by 45.125, but subsequent play would be at B. The pooling equilibrium can therefore be

sustained if βM ≥ 45.125−0
45.125+40.111

= 0.529.

2.3 Market Structure of Rivals.

The size of the CI-CMCR efficiencies does not depend on the slope(s) of the equilibrium best

response function of the non-merging rival(s), as the efficiencies are determined by how much

the merged firm’s best response function needs to move to intersect the rivals’ function at the

pre-merger equilibrium. However, as we now discuss, the slope does affect the incentive of a

c-M to pool. To consider more than one rival firm, it is useful to define rivals’ “equilibrium

best response function” as the sum of rivals’ outputs when they are all best responding to

each other, as well as the merged firm’s output of qM .

Linear Homogenous Products Demand. Continuing our homogenous products ex-

ample, but allowing for more rivals, if linear inverse demand is P (q) = a − b
∑

i qi , the

equilibrium best response function of rivals, assuming all rivals have positive output, is

∑
j=3,..N

q†j =
(N − 2)(a− bqM)

(N − 1)b
−

∑
j=3,..,N

cj
(N − 1)b

. (2)

The slope of this function, with respect to qM , is −N−2
N−1

, so rivals’ output becomes more

sensitive to M ’s output as N increases. The magenta dashed and dotted lines in Figure 1
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show the equilibrium best response function of the non-merging firms if N = 4 and N = 5,

when we adjust the rivals’ marginal costs so that the pre-merger equilibrium and the CISSNE

equilibrium post-merger with CI-CMCR efficiencies is at A (equation (2) shows that we could

change the costs of rivals’ asymmetrically or symmetrically). Consistent with equation (2),

the best response function rotates anticlockwise around A as rivals are added. The post-

merger CISSNE equilibria when there are no efficiencies will therefore be on the red line to

the right of B and yield a c-M lower profits than when N = 3. From inequality (1) this

implies that the critical discount factor will fall with N . In this example, N = 4 and N = 5

imply β∗
Ms of 0.36 and 0.31 respectively.

Linear Differentiated Product Demand with Single Product Firms. Consider the

Spence linear differentiated product demand system (Spence (1976), Choné and Linnemer

(2020)). The specification of indirect utility for the representative consumer is
∑

i(ai−pi)qi−

σ
∑

i

∑
j>i qiqj −

b
2

∑
i q

2
i , where 0 < σ < b and b > 0. Following our example, suppose that

the merging firms 1 and 2 produce q1 and q2, and that the other N − 2 firms are single

product firms with utility intercepts ak and marginal costs ck. Then one can show that the

equilibrium best response function of firms k = 3, .., N is

∑
k=3,..,N

q†j(qM ) =
1

2b− σ

(
1− σ(N − 2)

2b+ (N − 3)σ

) ∑
k=3,..,N

(ak − ck − σqM )

 , (3)

As in the homogenous goods example, one can translate the rival equilibrium best response

function when adding firms by adjusting rival marginal costs, so that the pre-merger equi-

librium output of the merged firm is held fixed. The slope of rivals’ best response output,

with respect to qM is − σ(N−2)
2b+σ(N−3)

, and combined rival output becomes more sensitive to qM
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as N increases for all 0 < σ < b. Therefore, as in the homogenous products case, the pool-

ing equilibrium can be sustained for lower discount factors when, holding the merged firm’s

pre-merger output fixed, there are more rival firms.

Multinomial Logit Demand with Single Product Symmetric Rival Firms. Now

consider multinomial logit demand. Suppose that consumer c’s indirect utility from buying

product i is δi − αpi + εi,c where εs are Type I extreme value (logit) shocks and α > 0.

The demand for product i, expressed in terms of share (i.e., the probability that any given

consumer will purchase i) is si(p) = exp(δi−αpi)
1+

∑
j exp(δj−αpj)

where we are allowing for an outside

good alternative with indirect utility ε0.

Normalizing market size to equal 1, and viewing firms as therefore choosing shares when

they pick quantities, inverse demand for product i is pi =
δi−log(si)+log(1−

∑
j sj)

α
as long as the

sum of all shares supplied is less than one. Note that firm i’s price only depends on the

sum of rival shares, not the number of rival firms or how those shares are distributed (or

equivalently, its price only depends on its own share and the share of the outside good). We

can therefore, as in the linear demand examples, model the profits of the merged firm, and

its reaction function, as a function of M ’s output and the sum of rival shares.

Now consider the best response share function of an individual, single product rival firm

j with a constant marginal cost cj when the merging firms 1 and 2 have shares s1 and s2.

The first-order condition determining the firm j’s best response share, s∗j is

δj
α

− cj −
1

α

log

1− sM − s∗j −
∑

k ̸=1,2,j

sk

− log(s∗j )

−
s∗j
α

 1

s∗j
− 1(

1− sM − s∗j −
∑

k ̸=1,2,j sk

)
 = 0,

(4)
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and applying the implicit function theorem yields

ds∗j
dsM

= −
2s∗j(

1− sM −
∑

k ̸=1,2,j sk

) , (5)

so that the slope of j’s best response function is just a function of its market share and the

outside good share. If all rivals to firms 1 and 2 are symmetric with each other, then it is

straightforward to show that their combined equilibrium best response output has slope

d
∑

k=3,..,N s
∗
k

dsM
= −

2
∑

k=3,..,N s
∗
k

1− sM
. (6)

The slope of the equilibrium best response of rivals therefore does not change if we simply

redistribute their shares across more rival firms. This also implies that with multinomial

demand the critical discount factor for the pooling equilibrium is invariant to the number

of pre-merger rivals.

Generalizing Using Simulations. We use simulations to extend our analysis to asym-

metric, possibly multiproduct, rivals and alternative demand systems (e.g. nested logit). We

briefly describe the simulations, with full details in Appendix A, before summarizing the re-

sults. We then compare these simulation results to results from simulations from equivalent

games where firms set prices.

Design. All of the simulations will assume that there are six products in a market.

Following our analytic examples, we will consider a merger between single product firms

producing products 1 and 2, which are symmetric. We draw 120 random sets of shares for

these products and the outside good and the pre-merger margin of the merging firms. For
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each of these sets, we draw 20 alternative distributions of shares across products 3 to 6, and

consider all 15 possible ownership structures for these rival products. Therefore what we are

now varying is the concentration of rivals, rather than the number of rival products. This

gives us 36,000 alternative market structures in total (300 per merging firm/outside good

share & merging firm margin combination), with the merging firms larger than rivals in some

simulations but not in others.

For each market structure that we consider, we calibrate marginal costs and the param-

eters of a multinomial logit demand, a linear differentiated product demand system, and

nested logit demand systems where all the products are included in a single “inside nest”

and the outside good is in a separate nest, and the nesting parameter, τ , defined in the same

way as Berry (1994), is either 0.1 or 0.8, so that, in a quantity-setting CISSNE pre-merger

equilibrium the products have specified shares and they all have prices equal to 1.9 Given

the calibrated parameters, we calculate

� the slope, at the pre-merger equilibrium, of rivals’ equilibrium best response func-

tion, where we measure rivals’ equilibrium best response using the sum of the rivals’

shares/outputs, and consider a small change in the output of both of the merging

products.

� for a product 1-product 2 merger, the critical discount factor, β∗
M , required to support

a pooling equilibrium, where a cM = c = cPRE
M merged firm chooses quantities that

would be CISSNE outputs if cM = c = cCMCR
M , using inequality (1).

Results. Our first set of tests hold fixed the market shares of all products and the margin

9If any of the implied marginal costs are negative, we take another set of draws.
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of the merging parties, so that variation in the assumed game comes only from the ownership

of the rival products, and the differences in costs that this variation implies to support the

assumed outcome as a pre-merger CISSNE. Specifically, for each of the 2,400 combinations

of product market shares and the margin of the merging firm, we compare the slopes of the

rival equilibrium best response function and the β∗
Ms for 45 pairwise comparisons where the

second market structure in the pair involves the divestment of one or more products from

the first market structure (and no acquisitions).10

For all 108,000 (120×20×45) pairwise comparisons for multinomial logit demand we find

that the market structure of rivals has no effect on the slope of rivals’ best response functions

or the value of β∗
M .11 Therefore, the multinomial logit invariance result shown in the case

of adding single product symmetric rivals generalizes to lowering concentration amongst

asymmetric multiproduct rivals. For the two nested logit demand structures and the linear

demand structure, in every case the rival equilibrium best response function is more sensitive

to the merged firms’ output, and the critical discount factor is smaller, when the rival market

structure is less concentrated.

10For example, if the first ownership structure of products 3 to 6 is {A,A,B,B}, where the letter denotes the
identity of the owner, then {A,C,B,B},{A,A,B,C}, {A,C,B,D} would be the alternatives for comparison, but
{A,C,C,B} would not as this would involve two separately owned products becoming commonly owned. If
the first ownership structure is {A,A,A,A}, every other ownership structure is an alternative for comparison.

11As we are using simulations, a more precise statement is that the slopes and the β∗
M s differ by less than

1e-4 in each comparison.
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Figure 2: Scatterplots of Critical Discount Factors and HHIs of Non-Merging Firms for 300 Alternative Market Structures for
Four Alternative Calibrated Demand Systems. The pre-merger market share of the outside good is 34.9%, and the merging
products each have 33.0% shares of the units sold (i.e., the rival products account for 34% combined) with margins of 0.286.
The upper panels assume quantity-setting, the lower panels assume price-setting. NL=nested logit.

Quantity-Setting

(a) Multinomial Logit (b) Linear Differentiated (c) N. Logit, τ = 0.1 (d) N. Logit, τ = 0.8

Price-Setting
(e) Multinomial Logit (f) Linear Differentiated (g) N. Logit, τ = 0.1 (h) N. Logit, τ = 0.8
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Figure 3: Scatterplots of Slopes of Rivals’ Equilibrium Best Response Functions and HHIs of Non-Merging Firms for 300
Alternative Market Structures for Four Alternative Calibrated Demand Systems. The pre-merger market share of the outside
good is 34.9%, and the merging products each have 33.0% shares of the units sold (i.e., the rivals account for 34% combined)
with margins of 0.286. The upper panels assume quantity-setting, the lower panels assume price-setting.

Quantity-Setting

(a) Multinomial Logit (b) Linear Differentiated (c) N. Logit, τ = 0.1 (d) N. Logit, τ = 0.8

Price-Setting
(e) Multinomial Logit (f) Linear Differentiated (g) N. Logit, τ = 0.1 (h) N. Logit, τ = 0.8
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Our second analysis holds fixed the outside good market share and merging firm market

shares and margins, but allows both the shares and the ownership of rival products to

vary. We examine how the same two outcomes vary with an HHI measure of rivals’ market

structure, calculated as
∑

f ̸=M

(∑
j∈f

sj∑
k=3,..,6 sk

)2

, where j ∈ f denotes products sold by

firm f . While one could compute other indices, the common use of the HHI in merger

analysis, and in empirical work more generally, makes it a natural index to look at.

The upper set of panels in Figure 2 show scatterplots of the relationship between the

HHI and the critical discount factor for the four calibrated demand systems when we assume

the pre-merger market share of the outside good is 34.9%, and the merging products each

have 33.0% shares of the units sold with margins of 0.286. Rival HHI varies due to both

variation in rival product ownership and also variation in the distribution of shares across

rival products. The upper set of panels in Figure 3 show similar scatterplots for the slopes

of rivals’ equilibrium best response functions. The slopes of these best response functions

are, of course, all negative.

For multinomial logit demand, the relationship between the critical discount factor and

rival HHI appears perfectly flat, although there is some tiny numerical variation in the

calculated values. For the other demand systems the relationships are upward sloping. For

linear differentiated demand, the rival HHI-critical discount factor relationship is almost

linear, whereas for nested logit demand there is slightly more variation, especially when τ =

0.8 (i.e., the inside products are more differentiated from the outside good). Consistent with

the logic of our homogenous good example, these patterns are mirrored in the relationships

between the rival HHI and the slope of rivals’ equilibrium best response function, in the

sense that when rivals are more concentrated their output is less sensitive to the output of
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Table 1: Average Correlations Between Rival HHIs and Critical Discount Factors and Slope
of Rival Reaction Functions for Four Alternative Demand Systems. We calculate the corre-
lation between the outcome of interest and the rival HHI for each of the 120 combinations
of merging firm market share, outside good market share and merging firm margin, so that
variation in rival HHIs comes from variation in rival product ownership and the distribution
of market shares across rivals. The table reports the averages of these correlations.

Quantity-Setting Price-Setting
Critical Discount Rival Eqm. Critical Discount Rival Eqm.

Demand System Factor BRF Slope Factor BRF Slope
Multinomial Logit -0.030 0.000 -0.918 0.997
Linear 0.996 0.997 -0.997 0.998
Nested Logit, τ = 0.1 0.986 0.985 -0.917 0.996
Nested Logit, τ = 0.8 0.946 0.958 -0.914 0.992

the merging firms, except in the case of multinomial logit demand where the relationship is

also flat.

We calculate the HHI-outcome measure correlation for each of the 120 sets of merging

firm share-merging firm margin-outside good share combinations. The first two columns of

Table 1 show the average correlations across these 120 combinations. The correlations are

consistent with the patterns in Figures 2 and 3, which are for one particular combination.

The lower panels in each of the figures and the right-hand section of the table show the

relationships when we assume price-setting.12 As developed in LST, a pooling equilibrium

in this case involves a firm with a large efficiency setting prices consistent with no efficiency

in order to avoid rivals responding by cutting their prices. Consistent with the results in

LST (although that paper did not consider nested logit demand), the relationships between

12In price-setting models, creating a single index of the equilibrium best response of rivals is more com-

plicated. For multinomial logit demand, we use − log
(
1 +

∑
j=3,..,6 exp

(
δj + αp∗j (pM )

))
, i.e., the inclusive

value of rival products, and the outside good, when rivals set best response prices. For linear demand we

use
∑

j=3,..,6 b1jp
∗
j (pM )∑

j=3,..,6 b1j
where b1j is the calibrated parameter that measures how the demand for product 1

changes with the price of product j. For nested logit demand we use − log
(∑

j=3,..,6 exp
(

δj+αp∗
j (pM )

1−τ

))
(i.e., the outside good is not included because it is in a different nest).
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the slopes of rivals’ best response functions, which are positive, and rival HHIs are positive,

implying that rival concentration is associated with more sensitive rival prices. This leads to

negative relationships between rival HHI and critical discount factors (i.e., rival concentration

makes pooling easier to sustain).13

Antitrust Implications. In the context of horizontal merger analysis and assuming price-

setting, Nocke and Whinston (2022) use the fact that the cost efficiencies required to offset

the upwards pricing pressure created by a merger are, with simple demand systems, such

as multinomial logit, only a function of the market shares of the merging firms and not the

shares of rivals, to suggest that screens for anticompetitive mergers should focus only on

functions of the merging firms’ market shares (e.g. the change in the market HHI), and not

the level of the post-merger market HHI. based on their analysis of price-setting models,

LST suggest that, if the logic of pooling equilibria affects whether realized efficiencies will

be passed through in equilibrium, higher concentration amongst non-merging firms may be

positively correlated with the realized harm from a merger, suggesting that current practice

of considering both the level and the change in the market-level HHI remains appropriate,

even if there is assumed to be no possibility of multi-firm collusion.

The results in this section indicate that assuming quantity-setting rather than price-

setting reverses two aspects of this logic. First, a pooling equilibrium would involve a small

efficiency merged firm behaving as if a large efficiency has been realized even when it has

not, i.e., pooling will lead to more competitive outcomes. Second, holding the shares and

13For the examples shown in the figures, the critical discount factors required to sustain pooling equilibria
are quite large for price-setting (specifically they are above one except for some cases where there is nested
logit demand with a nesting parameter of τ = 0.8). Figure 2 of LST assumes the share of the outside good is
smaller (17.7%), the merging products have smaller shares (18.2% of units sold) and larger margins (0.51).
In this case, critical discount factors to sustain pooling are much smaller.
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margins of the merging products fixed, the incentives to pool are generally stronger when

the market structure of their rivals is less, rather than more, concentrated. Combining these

two directional changes together implies that, as in the price-setting case, the possibility

of pooling equilibria should continue to make an analyst more concerned about possible

anticompetitive effects in markets where the merging firms’ rivals are more concentrated.

3 Dynamic Games When All Firms Have Private In-

formation

We now consider games where all firms have unobserved cost types. We will allow these cost

types to evolve stochastically over time, which creates continuing incentives to signal, and

we will focus on fully separating equilibria, where firms’ quantity choices reveal their costs.

We consider how equilibrium signaling effects between symmetric firms change as we vary

the number of firms. Therefore, compared to Section 2, we will be allowing for how adding

more firms reduces each firm’s inframarginal output as well as the responsiveness of rivals.

Our analysis explicitly builds off the analysis of price-setting games in STY, and, like

STY, we will consider examples where cost types are either continuous or discrete, and where

there is either a finite or an infinite number of periods. The only analytical treatment of this

type of model is Mester (1992), considering a three-period duopoly game with continuous

costs and linear demand for differentiated products. Consistent with Mester’s results for the

first two periods of her game, we find that signaling equilibria have higher expected output

than static or complete information play. The novelty of our analysis, which will rely on

computation, is that we will look at the magnitude of the effects arising in longer games and

and when the number of firms varies.
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We explain the model and the equilibria, providing examples of strategies, before de-

scribing equilibrium effects on output and prices. Computational details are in Appendix

B.

There are N ex-ante symmetric, risk-neutral, possibly differentiated single product firms

playing a repeated game with t = 1, . . . , T periods, where T ≤ ∞. The discount factor is

β = 0.99, unless otherwise stated. Demand, which is static and time-invariant, is commonly

known. Each firm i has a privately known linear marginal cost, ci,t, which evolves from

period-to-period according to a stochastic, exogenous and time-invariant first-order Markov

process, ψ : ci,t−1 → ci,t.
14 The evolution of marginal costs is independent across firms.

Within period t, timing is as follows. Firms enter t with their t − 1 types, which then

evolve according to ψ. Each firm observes its own new type but not the previous or new

types of rivals. Firms simultaneously choose, and commit to, quantities, qi,t, with no menu

costs. Current quantities, once chosen, and all past quantity choices are observable.

3.1 Continuous Cost Types.

We consider two alternative assumptions on costs. The first is that costs can take any values

on a known and common support [c, c], and that the conditional PDF ψ(ci,t|ci,t−1) has the

following properties.

Assumption 1 (Type Transitions for the Continuous Type Model) The conditional

PDF ψ(ci,t|ci,t−1)

1. is continuous and differentiable (with appropriate one-sided derivatives at the bound-

14The assumption of an exogenous stochastic evolution of marginal cost is consistent with Olley and Pakes
(1996) and the subsequent structural production function literature.
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aries);

2. is strictly positive for all ci,ts and ci,t−1s on the supports;

3. for any ci,t−1 there is some c′ such that
∂ψ(ci,t|ci,t−1)

∂ci,t−1
|ci,t=c′ = 0 and

∂ψ(ci,t|ci,t−1)

∂ci,t−1
< 0 for

all ci,t < c′ and
∂ψi(ci,t|ci,t−1)

∂ci,t−1
> 0 for all ci,t > c′.

The third part of the assumption implies that when ci,t−1 increases, higher values of ci,t

become more likely. Our simulations will assume that costs evolve according to truncated

AR(1) processes.

3.1.1 Separating Equilibria.

We make the following assumption so that strategies in the first period of the game can be

characterized in the same way as those in all t ≤ T periods.

Assumption 2 (Initial Period Beliefs) Entering period t = 1, firms know the true value

of all firms’ types in a fictitious prior period, t = 0.

We describe equilibria, and how we compute them, assuming duopoly.

Period T. In the final period, firms use Bayesian Nash equilibrium (BNE) pure strategies

that maximize their expected payoffs given their own types, their beliefs about their rival’s

type in the previous period (where we assume strategies were separating), and their rival’s

strategy. If firm j’s T − 1 cost was cj,T−1, j believes that firm i’s period T − 1 cost was

ĉji,T−1 and j’s period T quantity function is Qj,T (cj,T , cj,T−1, ĉ
j
i,T−1), then a type ci,T i will set
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a quantity15

q∗i,T (ci,T , cj,T−1, ĉ
j
i,T−1) = argmax

qi,T

∫ c̄j

cj

π(qi,T , Qj,T (cj,T , cj,T−1, ĉ
j
i,T−1), ci,T )ψ(cj,T |cj,T−1)dcj,T .

(7)

Earlier Periods (1, . . . , T−1). In earlier periods, i’s quantity choice may influence its rival’s

perception of its cost, and therefore the quantity that the rival may choose in future periods.

The equilibrium concept that we use is symmetric Markov Perfect Bayesian equilibrium

(MPBE) (Toxvaerd, 2008; Roddie, 2012). An MPBE specifies each firm’s beliefs about costs

given observed quantities and period-specific quantity strategies for each firm as a function

of its current type and beliefs, where the strategy maximizes the firm’s expected discounted

future payoff given rivals’ strategies. History can matter because it affects beliefs.

We will focus on fully separating MPBEs, where a rival can infer a firm’s exact current

cost from its chosen quantity. Equilibrium beliefs therefore have a simple form. We do this

for both tractability and because we can follow the approaches of the only theoretical papers

studying this type of oligopoly problem (Mailath (1989) and Mester (1992)). That said,

other equilibria, involving partial pooling, may exist.

As we describe below, strategies will be continuous mappings from costs to quantities, so

that rivals will infer each firm’s cost from its quantity choice. We also need to define beliefs

when a rival sets a quantity that is outside the range of the equilibrium quantity function.

We will assume that when a firm sets a quantity below (above) the lowest (highest) quantity

in the range of the quantity function, it will be inferred to have the highest (lowest) possible

cost type.

15In some cases, such as the linear demand example in Mester (1992), the equilibria can be calculated
analytically.
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To characterize the quantity functions, we define a firm i’s period-specific expected “sig-

naling payoff function”, Πi,t(ci,t, ĉ
j
i,t, qi,t). Π

i,t is the present discounted value (PDV) of firm

i’s expected current and future payoffs when its current type is ci,t, it sets quantity qi,t, and

j believes, at the end of period t, that i has type ĉji,t. Πi,t is implicitly conditional on (i)

j’s period t quantity choice strategy, which will depend on j’s beliefs about t− 1 types, (ii)

players’ beliefs about previous types and (ii) both players’ strategies in future periods. Note

that as j’s end-of-period t belief about i’s type enters as a separate argument, qi,t only affects

Πi,t through its effect on period t profits.

Following Mailath (1989), the separating best response function of firm i can, under

conditions listed below, be uniquely characterized as follows: i’s quantity function will be

the solution to a differential equation where

∂q∗i,t(ci,t)

∂ci,t
= −

Πi,t
2 (ci,t, ĉ

j
i,t, qi,t)

Πi,t
3 (ci,t, ĉ

j
i,t, qi,t)

(8)

and a boundary condition. The subscript n in Πi,t
n denotes the partial derivative of Πi,t

with respect to the nth argument, so this definition assumes that Πi,t is continuous and

differentiable, with appropriate one-sided derivatives at the boundaries, in its arguments.

Assuming that lower cost types want to set larger quantities, the boundary condition will

be that q∗i,t(ci) is the solution to

Πi,t
3 (ci, ci, qi,t) = 0, (9)

i.e., the highest cost firm chooses its static best response quantity given the quantity that it

expects j to choose. The numerator in equation (8) is i’s marginal future cost from raising
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j’s belief about ci,t (i.e., ĉ
j
i,t) and, intuitively, this will be negative if a higher belief causes j

to increase its output. The denominator is the marginal effect of a quantity increase on i’s

current profit, which will also be negative if i is producing more than its static best response.

The required conditions for this characterization are as follows.

Condition 1 (Shape of Πi,t with Respect to qi,t) For any (ci,t, ĉ
j
i,t), Π

i,t(ci,t, ĉ
j
i,t, qi,t) has

a unique optimum in qi,t, and, for any qi,t where Πi,t
33(ci,t, ĉ

j
i,t, qi,t) > 0, there is some k > 0

such that |Πi,t
3 (ci,t, ĉ

j
i,t, qi,t)| > k.

Condition 2 (Type Monotonicity) Πi,t
13(ci,t, ĉ

j
i,t, qi,t) ̸= 0 for all (ci,t, ĉ

j
i,t, qi,t).

Condition 3 (Belief Monotonicity) Πi,t
2 (ci,t, ĉ

j
i,t, qi,t) is either greater than 0 for all (ci,t, ĉ

j
i,t)

or less than 0 for all (ci,t, ĉ
j
i,t).

Condition 4 (Single-Crossing)
Πi,t

3 (ci,t,ĉ
j
i,t,qi,t)

Πi,t
2 (ci,t,ĉ

j
i,t,qi,t)

is a monotone function of ci,t for all ĉ
j
i,t and

for (ci,t, qi,t) in the graph of q∗i,t(ci,t, cj,t−1).

Common forms of demand will imply that current period expected profits are quasi-

concave in a firm’s output, so that Condition 1 will be satisfied. Type monotonicity requires

that a firm with lower marginal costs will find increases in output to be less unprofitable

than a firm with higher marginal costs. The natural interpretation of belief monotonicity,

in this context, is that a firm’s expected future profits should increase when rivals believe it

has a lower current cost, holding its actual current cost fixed. Single-crossing requires that

a lower marginal cost firm is more willing to raise its current quantity in order to lower its

rival’s belief about its cost.
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These conditions are sufficient for a fully separating best response function to exist and to

be unique, but they do not generally imply the existence or uniqueness of a fully separating

equilibrium when multiple firms are signaling, although Mester (1992) is able to do so with

three periods and linear demand.

As described in Appendix B, we compute equilibria in finite horizon games using back-

wards induction from the last period, and using an iterative process of finding best responses

within each period. We verify the conditions required to use the differential equation charac-

terization every period. STY find that the belief monotonicity and single-crossing conditions

often fail in price-setting games when strategies imply prices that are too much above static

best responses. In quantity-setting games, the failures we have identified are associated with

signaling effects being so large that either some firms want to set zero quantities for high

cost realizations, or the sum of firms’ offered market shares exceeds 1 and the market would

not clear.

To illustrate what the implied pricing strategies look like, consider a duopoly game with

homogenous products, where inverse demand is P = 1 − 0.01
∑

j qj. ci,t lies in the interval

[c, c] = [0.07, 0.13] and evolves according to independent and exogenous truncated AR(1)

processes

ci,t = ρci,t−1 + (1− ρ)
c+ c

2
+ ηi,t, (10)

where ρ (the “AR(1) serial correlation parameter”) equals 0.9, ηi,t is truncated normal with

mean 0, untruncated standard deviation σc = 0.02, and lower and upper truncation points

of c−ρci,t−1− (1−ρ) c+c
2

and c−ρci,t−1− (1−ρ) c+c
2

respectively.16 In a complete information

16These distributional assumptions imply that the probability that a firm with a cost of 0.07 will have a
cost of more than 0.1 in the next period is 0.155.
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game where both firms had marginal costs of 0.1, they would produce 30, as they would in

expectation in a static BNE game where their costs are drawn from a symmetric distribution

on the support.

Figure 4: Firm 1’s Quantity Functions in BNE and Signaling Equilibrium in Duopoly with
Linear Demand (P = 1− 0.01

∑
i qi) for Homogenous Products and Continuous Costs, with

c = 0.07, c = 0.13 and AR(1) ρ = 0.9 and σc = 0.02. c2,t−1 denotes firm 2’s cost signal in
the previous period. For example, for the T − 1 quantity function, c2,t−1 = c2,T−2.
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(a) c2,t−1 = 0.07
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(b) c2,t−1 = 0.13

The black lines in Figure 4(a) and (b) show the BNE period T quantity functions that

firm 1 would use for lagged rival marginal cost c2,T−1 = 0.07 (panel a) and c2,T−1 = 0.13

(panel b). c1,t−1 is assumed to be 0.07 for all of the ts considered. Firm 1’s quantity falls

with its own c1,T , but it increases with c2,T−1 because, as c2,T−1 increases, firm 1 expects

c2,T to be larger and q2,T to be smaller, so that a higher output maximizes firm 1’s expected

profits.

The figures also show the equilibrium strategies given the same previous period beliefs

in T − 1, T − 2 and T − 5 when prices are determined by the differential equation and the

boundary condition. Signaling results in quantity functions that are much steeper than the

BNE quantity functions when the firm has a high cost, so that, when c1,t is relatively low,
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firm 1’s output is significantly higher than it would be in a static game, and, in equilibrium,

firm outputs will tend to have greater variance. On the other hand, because firm 2 is likely

to produce significantly higher output when c2,t−1 is small (left panel), firm 1 produces less

than its static equilibrium output when c1,t is close to c.

The figures also show the strategies which the period-specific strategies converge to when

we go back a large number of periods. In this example, these strategies are almost identical to

the strategies that we compute if we assume that the firms are playing a stationary infinite

horizon game (see Appendix B). In general, we find that strategies converge in this way

unless we assume fairly extreme parameters (e.g. very large intervals for possible costs or

very large serial correlation parameters), although we would note that it is quite plausible

that the infinite horizon game will have more equilibria than a finite horizon game.17

3.2 Discrete Cost Types.

The alternative assumption is that each firm’s costs can only take on values c and c, with

c > c, and that 1 > Pr(ci,t = ci,t−1|ci,t−1) = γ > 0.5. We also solve for separating equilibria

in the discrete type game.

In the final period of a finite horizon game, each firm will use a Bayesian Nash equilibrium

strategy. Using the same notation as in the continuous type case,

q∗i,T (ci,T , cj,T−1, ĉ
j
i,T−1) = argmax

qi,T

∑
cj,T

π(qi,T , Qj,T (cj,T , cj,T−1, ĉ
j
i,T−1), ci,T ) Pr(cj,T |cj,T−1).

(11)

17In price-setting games, STY also find that finite horizon game strategies converge to infinite horizon
game strategies unless the conditions required to characterize best responses come close to failing, in which
case computed finite horizon strategies may oscillate between higher and lower prices as we add additional
periods.
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where there will be eight equilibrium quantities, reflecting the eight possible combinations

of (ci,T , cj,T−1, ĉ
j
i,T−1).

In earlier periods, we solve for separating equilibrium strategies given continuation values.

However, with discrete cost types there is no longer a unique characterization of a firm’s

separating best response quantities given a quantity strategy of its rival (i.e., different rival

inferences could support different best response seperating strategies). If a firm’s future

profits increase when its rival believes that it is low cost (i.e., belief monotonicity holds), a

condition that we can check, high cost types in a separating equilibrium will choose quantities

that maximize their static flow profits (i.e., they will solve problems analogous to (11)). Using

the logic of the intuitive criterion (Cho and Kreps (1987)), applied to best responses, we solve

for the smallest quantities that low cost types would have to choose for a high cost type not

to find it profitable to copy even if this resulted in the high cost type being perceived as low

cost (i.e., we find the quantity that will result in the incentive compatibility condition for

the high cost type holding exactly). If the low cost static best response quantity is greater

than this no high cost deviation quantity, then we assume that the low cost type would use

its static best response quantity. Otherwise, we confirm that the low cost firm would prefer

to set the no high cost deviation quantity rather than its lower static best response quantity,

and being perceived to be high cost, and, if confirmed (which it always is in our examples),

we use the no high cost deviation quantity as the strategy of the low cost type.

Figure 5 shows strategies (market shares) in the last seven periods of a discrete cost type

game with nested logit demand. The legend denotes states by {“the firm’s perceived cost

in t − 1”, “its rival’s perceived cost in t − 1” - “the firm’s realized marginal cost in t”} so

blue indicates quantities for a firm whose perceived marginal cost in the previous period was
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Figure 5: Separating Equilibrium Strategies in a Finite Horizon Quantity-Setting Games
with Discrete Cost Types. Nested logit demand specification with indirect utility ui,c =
3 − 0.15pi + ζc + (1 − τ)εi,c, with the nesting parameter τ equal to 0.75, costs 8 and 8.05,
with a probability (γ) 0.65 that cost is the same as in the previous period.
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high and its rival’s previous period cost was low, and a cross (circle) indicates that the firm’s

current cost is low (high). In the final period the eight quantities that may be produced are

all quite similar, although, as expected, lower cost firms produce more, and firms produce

more when their rival is likely to have a high cost, because the rival was high cost in the

previous period, and when the rival is likely to expect the firm to have a low cost, because

the firm was perceived to be low cost in the previous period.

In earlier periods, low cost firms must produce more so that the incentive compatibility

condition that a high cost firm would not want to “pretend” to have a low cost holds. In

equilibrium, these increases lower the static best response outputs of high cost firms. In this

example, the incentive to pretend to be low cost tends to be larger when the rival is likely

to be high cost, so that, for a given a current cost type, the strategies are more spread out

in period T − 1 than in period T . This increases the incentives to act as low cost in T − 2,

so that, as we move to earlier periods, low cost firms tend to produce increasingly large

amounts, and, while high cost firms produce slightly less, overall output tends to increase.

As in the continuous type game, one can also try to solve an infinite horizon model

where firms use stationary separating strategies. As noted by STY, we have found several

examples of what appear to be multiple stationary equilibria in pricing games with discrete

costs when we assume an infinite horizon. Therefore, in the results below, we will report

results based on long finite horizon games, where we add periods until strategies change

by less than 1e-4 across periods, except when we want to consider a very large number of

alternative parameterizations (Section 3.3.2) when, for computational convenience, we use

the infinite horizon specification.
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3.3 Results.

We now present the effects on equilibrium outputs and prices, and compare them with what

we see for price-setting games. We will begin with discrete type examples, before confirming

the patterns using continuous type examples.

3.3.1 Discrete Cost Type Games with Different Numbers of Firms.

We compute equilibria assuming N = 2, .., 7 single product firms, nested logit demand with

indirect utility of consumer c for product i of ui,c = 3 − 0.15pi + ζc + (1 − τ)εi,c with

nesting parameter τ = 0.75. The cost types are c = 8 and c = 8.05, and we assume

γ = 0.65, so signaling incentives are moderate in the sense that players know that there is

a reasonable chance a firm’s cost will change and both levels of costs are fairly similar. We

iterate backwards until strategies converge, and then use those converged strategies in the

calculations that follow.

Figure 6(a) shows, for three alternative discount factors, the percentage difference in

expected equilibrium share-weighted average prices from the average prices in a static com-

plete information game, which are almost identical to average prices in a static incomplete

information game. The remaining panels show the effects on total output (i.e., the sum of

firms’ market shares) in the quantity-setting game (panel c) and the corresponding price and

total quantity effects in the price-setting game (panels b and d) with the same demand pa-

rameters.18 As there are no rivals when N = 1, outcomes are identical to the static complete

information game.

18The demand assumptions are different from STY as, if we used the demand specification in that paper,
total quantities could exceed 1 for some cost realizations in the quantity-setting game.
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Figure 6: Effect of Signaling on Equilibrium Outputs and Prices in Finite-Horizon Games
with Discrete Cost Types Compared with Complete Information Equilibrium Outcomes.
Nested logit demand specification with indirect utility ui,c = 3−0.15pi+ζc+(1−τ)εi,c, with
the nesting parameter τ equal to 0.75, costs 8 and 8.05, with a probability (γ) 0.65 that cost
is the same as in the previous period.

(a) Quantity-Setting Expected Average Prices (b) Price-Setting Expected Average Prices

(c) Quantity-Setting Expected Total Quantity (d) Price-Setting Expected Total Quantity
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In the price-setting game, signaling causes increases in expected prices and reductions

in output. As expected, the reverse happens in quantity-setting games. In the price-setting

games, the effect on price is quite large when N = 2, for all of the discount factors, but

increases are more modest, of the order of 1%, when N = 3, and increases are really quite

small when N > 3. A similar pattern of percentage effects that decline with N is seen

for output increases. For quantity-setting games, percentage decreases in average prices are

actually larger for largerN , although this is partly affected by the static complete information

price falling. The quantity increases remain significant when we increase N , and in this case

the fact that complete information outputs increase with N would tend to lead us to find

smaller effects. Note however, that despite increased output that results from signaling in

the quantity-setting game, prices are still higher in the quantity-setting game than in either

of the price-setting games.19

While the discontinuity of demand and profits means that we cannot solve a price-setting

signaling game with homogenous products, we can do so if firms set quantities. Table 2 shows

expected outputs for N = 2, .., 6 firms when inverse demand is P = 1− 0.01
∑

i qi and firm

costs are 0.07 or 0.13, and the probability that costs remain the same from period to period

is γ = 0.65. The top panels show outputs and average prices given static equilibrium play,

with either incomplete or complete information. The information structure does not affect

expected output, but incomplete information does increase the variance of output.

The bottom panels show equilibrium outcomes in finite horizon incomplete information

19For example, when N = 5, the static complete information average price when firms set prices is
10.09, whereas it is 14.95 in the complete information quantity-setting game and 13.91 in the incomplete
information quantity-setting signaling game. The fact that margins in the complete information quantity-
setting game remain substantial means that we would likely expect to see signaling having significant effects
in the quantity-setting game even if we considered a significantly higher number of firms than considered in
the figure.
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equilibrium signaling games in periods T − 1 and T − 39 (by which time strategies have

converged). The increases in expected total output due to signaling, measured relative to

static equilibrium outputs, are substantial even when there are several firms (e.g. 16% in

T − 39 when N = 5) as are the decreases in average prices (e.g., -39% in the same case).

3.3.2 Discrete-Cost Type Duopoly Games with Different Demand Parameters.

While we are focused on how effects vary with the number of firms, we can also look at

how the effects vary with key features of demand and the degree of serial correlation in

costs. Appendix Figure B.1 in STY reported percentage effects of signaling on expected

prices in symmetric price-setting duopoly games for a range of different demand parameters

that implied different diversion rates between the rival brands at the same static equilibrium

prices, and a range of different values of γ, the cost serial correlation parameter.20

The STY figure is reproduced here as Figure 7(a). Effects on average prices are only

really substantial when diversion to the outside good is limited (i.e., most diversion is to

the rival brand) and the serial correlation in costs is significant. When there is significant

diversion to the outside good, separating equilibria do not exist (or at least we are not able

to find them) when there is significant serial correlation in costs. This reflects how in price-

setting games with logit or nested logit demand, belief monotonicity, and the single-crossing

condition can fail because the incentive of a firm to set a static best response price, rather

than a higher signaling price, can increase when the price that its rival is setting increases,

20Specifically, nested logit indirect utility of nested logit demand was specified as uic = δ−αpi + ζc +(1−
τ)εi,c, with τ = 0.25, and we then found the δ and α parameters such that, when both firms have cost equal
to 8.025, CISSNE prices, with price-setting, are equal to 16 and diversion to the rival brand, in response
to a small price increase of one of the products, is equal to the pre-specified value shown on the horizontal
axis. We then solved infinite-horizon price-setting signaling games assuming that c = 8 and c = 8.05, and
compared expected share-weighted average signaling prices to expected share-weighted average static BNE
prices, which are approximately equal to 16 for all of the parameters considered.
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Figure 7: Equilibrium Average Price Changes in Infinite Horizon Duopoly Two-Type Sig-
naling Games, Relative to Static Bayesian Nash Equilibria. Panel (a) is identical to Figure
B.1 in the online Appendix of STY. Costs are equal to 8 or 8.05, with serial correlation
parameter on the vertical axis. See footnote 20 for a discussion of how nested logit demand
is calibrated for each point. We use exactly the same calibration in both cases, but in panel
(b) we are comparing average prices in the static BNE quantity-setting game with quantity
signaling average prices.

(a) Price-Setting (b) Quantity-Setting
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because the firm can attract more demand from the outside good.21

Figure 7(b) shows the same comparison but for signaling and static BNE average prices

in quantity-setting games. The demand parameters are calibrated using the price-setting

model, so, for each dot on the figure, the demand parameters are the same across the panels.

As one would expect, for any level of diversion, the effects of signaling on prices are larger

when costs are more correlated, and, for a given level of correlation, the effect on prices is

larger when there is more diversion to the rival brand, rather than the outside good. In this

sense, the price- and quantity-setting games are similar even though the effects are moving

prices in opposite directions. Noticing the differences in the ranges of the vertical axes, the

quantity-setting results also indicate that signaling equilibria exist, and can be found, for

much larger values of γ than in price-setting games.

3.3.3 Continuous Cost Type Games with Different Numbers of Firms.

We also solve examples with the same linear and nested logit demand models when cost types

are continuous. One would almost certainly want to use the continuous cost type model if

trying to estimate a signaling model using real world data.

Similar to Table 2, Table 3 shows expected output and average prices in the linear demand

homogenous products case when we vary the number of firms between two and six. We now

assume that c = 0.13 and c = 0.07 to define the interval for costs, that the cost AR(1) serial

correlation parameter, ρ, is 0.9 and the untruncated standard deviation of innovations, σc,

is 0.02. Table 4 provides a similar analysis with nested logit demand, a cost interval of 8 to

8.05, and the same cost innovation process. In this case, total quantities equal the sum of

21See online Appendix B.4 of STY for an extended discussion of an example where this failure occurs.
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shares, as market size is normalized to one.

Compared to the discrete cost type results, the standard deviations in output tend to

be lower because costs can take on intermediate values. However, as in the discrete cost

type examples, we continue to see that signaling causes substantial increases in total output

and reductions in average prices, even when N = 6, once we go back to T − 39 and look

at converged strategies. For nested logit demand, we can also solve the price-setting game

with the same demand and cost parameters. In this case, signaling increases the weighted

average T − 39 price by 7.7% when N = 2, but only 2.0% when N = 3 and 1.2% when

N = 4. Therefore, we again see the pattern that, with price-setting the effects of signaling

are small outside of duopoly and maybe triopoly, whereas with quantity-setting the effects

remain large even with N = 6.

4 Conclusion

We have analyzed repeated quantity-setting oligopoly models where either one firm or all

firms have private information on their marginal costs. Our motivation for doing this anal-

ysis, in both this paper and our papers looking at price-setting models, is that even if

economists prefer to use static complete information models for tractability, we really do

need to know whether deviations from the maintained assumptions of these models could

change prices by only a little, in which case one would regard the standard models as being

fairly robust, or by a lot, in which case it is important to know whether the assumptions are

really likely to hold in any application, and, if not, what the direction of biases are likely to

be.
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In quantity-setting models, a firm’s strategic incentive is to try to get its rivals to lower

their output, which, in the absence of collusion, will tend to be achieved by the firm produc-

ing more. We analyze the equilibrium effects of this type of incentive in a setting where there

is some private information about costs. We find that equilibrium outputs can be signifi-

cantly higher than under complete information or static incomplete information play where

the strategic incentive does not arise. We also find that the incentive to increase output, and

equilibrium overproduction, can be greater when there are several firms/lower concentration

rather than symmetric duopoly. In the one-sided asymmetric information case, this comes

directly from how the slope of rivals’ aggregated best response function changes when con-

centration falls for widely-used demand models, and the same logic will be at play in models

where all firms have private information, even though these are not analytically tractable. In

contrast, in price-setting games, signaling appears only to have substantial effects in markets

that are highly concentrated.

One can ask whether our theoretical and computational examples are empirically rele-

vant. We plan to calibrate models using real-world data to show the effects using estimated

demand systems to address this issue. However, even without an application, several consid-

erations are relevant. First, the question of which industries are better thought of as being

driven by competition in quantities or capacities, rather than prices, remains open, but there

are clearly some industries, such as airlines, where capacity choices are a central element of

competition even though products are differentiated (Aryal, Ciliberto and Leyden (2022)),

and quantity competition would appear to remain the natural model to consider in indus-

tries with homogenous industries where fixed costs are significant. Second, while incomplete

information about marginal costs creates the strategic incentives we consider here, one could
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also imagine other sources of incomplete information concerning demand or a different as-

pect of firms’ payoff functions22, or adjustment costs (e.g., the analysis of production targets

in Caruana and Einav (2008)) in the context of a complete information model, giving rise

to similar quantity-increasing incentives. Systematic analysis of how dynamic strategic in-

centives vary with the number of firms is also generally lacking. Third, in the real world,

firms treat many aspects of their demand and cost data, especially at the level of individual

product lines, as being confidential and commercially sensitive, as do government agencies,

including when they are trying to litigate potential antitrust violations. Therefore, to some

extent, assuming complete information would appear to be the harder assumption to justify.

22For example, Appendix B.2 of Sweeting, Tao and Yao (2021) provides examples of alternative incomplete
information formulations in the context of the STY price-setting model.
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Appendices for

“Output Signaling in Oligopoly”

A Section 2 Simulations

Section 2 presents results from simulations using four different demand systems. This Ap-

pendix details the simulations. Our simulation design is the same as Leccese, Sweeting and

Tao (forthcoming), and similar to those in Miller et al. (2016) and Panhans and Taragin

(2023), which both use calibrated demand systems to analyze the performance of measures

used to predict the effects of horizontal mergers.

Market Structures. We consider industries with six products before and after a merger.

The merging parties are the single product owners of products 1 and 2, which will be sym-

metric.

Step 1. We take 120 alternative sets of random draws for the share of the outside good, the

share of the merging products and the pre-merger margin of the merging products. These

draws are taken as follows:

� draw the pre-merger market share of the outside good, s0 ∼ U [0.05, 0.50].

� draw the pre-merger market share of each of the merging products as s1,2 ∼ U [0.05, 0.45]

multiplied by (1− s0).

� draw the pre-merger margin of each of the merging products as m1,2 ∼ U [0.1, 0.7].

Step 2. For each of these sets of draws, we take 20 alternative sets of draws of the market

shares of the non-merging products (labeled 3 to 6). Specifically, we take four draws from

1



a Dirichlet distribution, Dir(2.5), which determines how the remaining share is split. The

market shares are then the Dirichlet draws multiplied by (1− s0)× (1− s1 − s2).

Step 3. We calibrate costs and the multinomial logit demand model, as described below,

assuming all pre-merger prices, determined by a complete information simultaneous static

Nash equilibrium (CISSNE) quantity-setting game, equal 1 and that products 3 to 6 are

owned a single firm. We verify that all pre-merger marginal costs and the post-merger

marginal costs of M when it benefits from CI-CMCR efficiencies are greater than zero. If

this condition fails, we take another set of Dirichlet draws.

In our simulations, we consider all 15 possible ownership structures of the rival products.

We therefore have 36,000 (120× 20× 15) alternative sets of pre-merger shares and margins.

Calibration. We consider four demand systems (two of them are nested logit, but with

different nesting parameters). For any given alternative market structure (shares and owner-

ship), the implied margins of each product will be the same across the four demand systems.

Multinomial Logit Demand Calibration. Recall that prices are assumed to be equal to 1 and

we are matching specified market shares for each product and the assumed margin of firm

1, m1. In the multinomial logit model, the mean indirect utility of product i is δi − αpi, or

δi − α as pi = 1. α is calculated from the quantity first-order condition for firm 1 (which is

assumed to be single product):

α =
s1
m1

(
1

s1
+

1

s0

)
(12)

where s0 and s1 are the shares of the outside good and firm 1 respectively, and we then use

δi = log(si)− log(s0) + α. (13)
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to calculate the intercepts. Marginal costs are then backed out from the pre-merger CISSNE

first-order conditions, given the assumed ownership structure.

Linear Differentiated Product Demand Calibration. In a linear demand model, the inverse

demand for product i is pi = ai +
∑N

j=1 bijqj. Assuming qi = si (i.e., that market size equals

1), we set bij to equal the ∂pi
∂qj

s implied by the logit demand model at prices of 1. The ais are

then calculated from ai = pi −
∑N

j=1 bijqj. Prices of 1 will then be a CISSNE using linear

demand when we use marginal costs from the multinomial logit model.

Nested Logit Demand Calibration. Our nested logit specifications assumes that all six prod-

ucts are in a single nest, and that the outside good is in an alternative nest. Consumer

c’s indirect utility for product i is δi − αpi + ζc + (1 − τ)εic, where 0 ≤ τ < 1 is a nesting

parameter, and the εs are logit shocks. τ = 0 corresponds to the multinomial logit model,

whereas, as τ increases, the products become increasingly close substitutes.

We consider specifications where τ = 0.1 and τ = 0.8. The remaining parameters are

calibrated.

α =
s1
m1

(
1

s1
+

1

s0
− τ

(
1

s1
− 1

1− s0

))
(14)

where s0 and s1 are the shares of the outside good and firm 1, and

δi = log(si)− log(s0)− τ (log(si)− log(1− s0)) + α. (15)

Marginal costs can then be calibrated from the first-order conditions, as a function of the

ownership structure.
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Calculation of Pooling Incentives and the Slope of Rivals’ Equilibrium Best Re-

sponse Function. For each market structure and calibrated demand system we do the

following:

� calculate theHHI and ∆HHI measures (based on pre-merger quantities, and a merger

of firms 1 and 2) and the concentration of the non-merging firms (i.e., the HHI for only

these firms). Consistent with standard practice, the outside good is not included in

the HHI calculations.

� calculate the CI-CMCR efficiency, and cCMCR
M , for a merger of firms 1 and 2.

� calculate CISSNE quantities with a CI-CMCR efficiency and no efficiency, and use

inequality (1) to calculate the critical discount factor that would support a pooling

equilibrium if c = cCMCR
M and c = cPRE

M . The implied critical discount factor may be

greater than 1.

� calculate the equilibrium best response function of rival firms (i.e., their combined out-

put when they are best responding to each other as well as firms 1 and 2) given assumed

q1 = q2 around the pre-merger outputs. We measure the slope of the equilibrium best

response function taking a two-sided numerical difference, when we increase/decrease

q1 = q2 by a small amount.

Price-Setting. For comparison purposes, we also consider models where firms set prices.

This analysis follows Leccese, Sweeting and Tao (forthcoming), except that in the current

article we also consider nested logit demand. With price-setting we calibrate α using firm
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1’s pre-merger margin and shares as follows

α =
1

m1

(
1

1−τ −
τ

1−τ
s1

1−s0 − s1

) . (16)

For the pricing models, we also need to define the equilibrium best response function of

rivals in slightly more complex ways, as the sum of quantities is no longer available as a single

index. For the multinomial logit model, we use − log
(
1 +

∑
j=3,..,6 exp

(
δi − αp∗,BRj (p1)

))
,

where p∗,BRj (p1) is the equilibrium rival best response price of product j when products 1

and 2 have prices p1. This is the negative of the “inclusive value”/expected utility from the

set of rival products (negative so that the best response function slopes upwards reflecting

the price increase). For nested logit we use − log

(∑
j=3,..,6 exp

(
δi−αp∗,BR

j (p1)

1−τ

))
, so we are

ignoring the outside good which is in a different nest and has a fixed price of zero. For linear

demand, we use
∑

j=3,..,6 b1,jp
∗,BR
j (p1)∑

j=3,..,6 b1,j
where the b1s are the parameters from the calibrated

demand q1 = a1 −
∑

j=1,..,6 b1jpj.
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B Algorithms for Solving Separating EquilibriumMod-

els in Section 3

This Appendix describes the methods used to solve for separating Markov Perfect Bayesian

Equilibria when reporting the numerical results in Section 3. For simplicity, our discussion

will assume that there are two ex-ante symmetric single product duopolists.

B.1 Finite Horizon Continuous Cost Type Models.

B.1.1 Preliminaries.

We specify discrete grids for the actual and perceived marginal costs of each firm, which will

be used to keep track of expected per-period profits, value functions and quantity strategies.

For example, if each firm’s marginal cost lies on [8, 8.05] and we use 4-point equally spaced

grids, the points are {8, 8.0167, 8.0333, 8.05}.1 We use interpolation and numerical integra-

tion to account for the fact that realized types will lie between these isolated points. The

discount factor is β = 0.99.

It is useful to define several functions that we will use below:

� Qi,t

(
ĉji,t−1, cj,t−1

)
is firm i’s quantity function in period t. This is a function of the

marginal cost that j believes that i had in the previous period, ĉji,t−1 (which, when

j is forming equilibrium beliefs, will reflect that cost that i signaled in the previous

period). It will also depend on the marginal cost that i believes that j had in the

previous period, but we solve the game assuming that j is using its equilibrium strategy,

1The results reported in Section 3 uses four point grids for all N , but we have experimented with using
many more gridpoints (e.g. 20) in price-setting games and in quantity-setting games with two firms. Using
a different number of gridpoints can cause marginal changes in predicted prices and quantities, but we have
not found any changes in any of the qualitative results emphasized here.
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so that i assumes that its perception of j’s prior cost is correct. Therefore, we use the

argument cj,t−1. The actual quantity chosen will depend on ci,t, and, when we need

to integrate over the values that qi,t may take (e.g., to calculate expected profits) we

will include ci,t as an explicit argument in the function.

� πi(qi,t, qj,t, ci,t) is firm i’s one-period profit when it has marginal cost ci,t and sets

quantity qi,t, and its rival sets quantity qj,t. This function does not depend on t

because demand is assumed to be static and time-invariant.

� Vi,t
(
ci,t−1, ĉ

j
i,t−1, cj,t−1

)
is the value function for firm i defined at the beginning of period

t, before firm types have evolved to their period t values. It reflects the expected payoffs

of firm i in period t and the discounted value of expected payoffs in future periods given

equilibrium play in both t and future periods. It depends on the true value of each

firm’s type in t− 1, and the rival’s perception of i’s t− 1 type (reflecting any deviation

that i made in t− 1). In the case of an 4-point grid, Vi,t is a 64x1 vector.

� Πi,t
(
ci,t, ĉ

j
i,t, qi,t, ĉ

j
i,t−1, cj,t−1

)
is the intermediate signaling payoff function of firm i when

it knows its current marginal cost ci,t, and is deciding what quantity, qi,t, to set. i does

not know the period t type of its rival, but these profits reflect the quantity function

that i expects j to use, Qj,t

(
cj,t−1, ĉ

j
i,t−1

)
. ĉji,t is the perception that j will have about

i’s cost at the end of period t. When the rival sets quantity Qj,t

(
cj,t, cj,t−1, ĉ

j
i,t−1

)
,

Πi,t
(
ci,t, ĉ

j
i,t, qi,t, ĉ

j
i,t−1, cj,t−1

)
=

cj∫
cj

 πi
(
qi,t, Qj,t

(
cj,t, cj,t−1, ĉ

j
i,t−1

)
, ci,t

)
+

βVi,t+1

(
ci,t, ĉ

j
i,t, cj,t

)
ψj(cj,t|cj,t−1)dcj,t.
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where we note that qi,t only enters through current profits, and ĉji,t only enters through

the discounted continuation value. In practice, it is useful to split Πi,t into two parts,

Πi,t = π̃i + Ṽi,t, where

π̃i
(
qi,t, Qj,t

(
cj,t−1, ĉ

j
i,t−1

)
, ci,t

)
=

cj∫
cj

πi
(
qi,t, Qj,t

(
cj,t, cj,t−1, ĉ

j
i,t−1

)
, ci,t

)
ψj(cj,t|cj,t−1)dcj,t

and

Ṽi,t
(
ci,t, ĉ

j
i,t, cj,t−1

)
=

cj∫
cj

βVi,t+1

(
ci,t, ĉ

j
i,t, cj,t

)
ψj(cj,t|cj,t−1)dcj,t.

Given a set of fully separating quantity functions Qi,t

(
ĉji,t−1, cj,t−1

)
, the relationship

between Π and V is that

Vi,t
(
ci,t−1, ĉ

j
i,t−1, cj,t−1

)
=

ci∫
ci

Πi,t
(
ci,t, ci,t, Qi,t

(
ci,t, ĉ

j
i,t−1, cj,t−1

)
, ĉji,t−1, cj,t−1

)
ψi(ci,t|ci,t−1)dci,t

where we recognize that, in equilibrium, i’s period t quantity function will reveal its

cost to j, implying ĉji,t = ci,t.

B.1.2 Period T .

Assuming that play in period T−1 was fully separating, we solve for BNE quantity strategies

for each possible combination of beliefs (on our grid) about period T − 1 marginal costs. A

strategy for each firm is an optimal quantity given the realized value of its own period T

cost, given the quantity strategy of the rival, its prior marginal cost and the rival’s belief

about the firm’s period T − 1 cost. Trapezoidal integration is used to integrate over the

realized cost/quantity of the rival using a discretized version of the PDF of each firm’s cost
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transition, and we solve for the BNE quantities using the implied first-order conditions (i.e.,

those associated with maximizing static profits). With symmetric duopolists and 4-point

grids, we would find 64 equilibrium quantities.

We use the equilibrium quantities, Q∗
i,T and Q∗

j,T , to calculate the beginning of period

value function

Vi,T
(
ci,T−1, ĉ

j
i,t−1, cj,T−1

)
= ...

ci∫
ci

cj∫
cj

πi
(
Q∗
i,T

(
ci,T , ĉ

j
i,t−1, cj,T−1

)
, Q∗

j,T

(
cj,T , cj,T−1, ĉ

j
i,T−1

)
, ci,T

)
ψj(cj,T |cj,T−1)ψi(ci,T |ci,T−1)dcj,Tdci,T .

B.1.3 Period T − 1.

Firms choose quantities in period T − 1 recognizing that these choices will affect rivals’

quantity choices in period T . We solve for period T − 1 strategies, assuming separating

equilibrium quantity-setting and interpretation of beliefs in period T − 2, so that each firm

has a point belief about its rival’s period T − 2 marginal cost. We then use the following

steps to compute equilibrium strategies.

Step 1. (a) Compute

Ṽi,T−1

(
ci,T−1, ĉ

j
i,T−1, cj,T−2

)
= β

cj∫
cj

Vi,T
(
ci,T−1, ĉ

j
i,t−1, cj,T−1

)
ψj(cj,T−1|cj,T−2)dcj,T−1.

Ṽi,T−1 is the expected continuation value (i.e., not including period T − 1 payoffs) for i when

it is setting its period T − 1 quantity, without knowing the period T − 1 realization of cj

(but knowing that, in equilibrium, it will be revealed by qj,T−1).
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(b) Compute β
∂Ṽi,T−1(ci,T−1,ĉ

j
i,t−1,cj,T−2)

∂ĉji,t−1

using numerical differences at each of the grid-

points (one-sided as appropriate). This array provides us with a set of values for the

numerator in the differential equation (text equation (8)). These derivatives do not depend

on period T − 1 quantities, so we do not need to repeat this calculation as we look for

equilibrium strategies.

(c) Verify belief monotonicity using these derivatives (i.e., that i’s future value increases

when j believes that i has a lower marginal cost).

Step 2. We use the following iterative procedure to solve for equilibrium fully separating

quantities.2 Use the strategies calculated in T as initial starting guesses. Set the iteration

counter, iter = 0.

(a) Given the current guess of the strategy of firm j, Qj,T−1

(
cj,T−1, cj,T−2, ĉ

j
i,T−2

)
, which

is equal to the quantity functions solved for in the previous iteration, calculate

∂π̃i,T−1(qi,T−1,Qj,T−1(cj,T−2,ĉ
j
i,T−2),ci,T−1)

∂qi,T−1
for a grid of values

(
qi,T−1, ĉ

j
i,T−2, ci,T−1

)
where

π̃i,T−1

(
qi,T−1, Qj,T−1

(
cj,T−2, ĉ

j
i,T−2

)
, ci,T−1

)
=

cj∫
cj

πi
(
qi,T−1, Qj,T−1

(
cj,T−1, cj,T−2, ĉ

j
i,T−2

)
, ci,T−1

)
ψj(cj,T−1|cj,T−2)dcj,T−1

i.e., the derivative of i’s T − 1 expected profit with respect to its T − 1 quantity, given that

it does not know what quantity j will set because it does not know cj,T−1. These derivatives

are evaluated on a fine grid.3 This vector will be used to calculate the denominator in the

2We do not claim that this iterative procedure is computationally optimal, although it works more reliably
in our examples than alternatives that we have tried.

3A fine grid is required because it is important to evaluate the derivatives accurately around the static
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differential equation (8).

For each
(
ĉji,T−2, cj,T−2

)
,

(b) Solve the upper boundary condition equation
∂π̃(q∗i,T−1,Pj,T−1(cj,T−1,cj,T−2,ĉ

j
i,T−2),ci)

∂qi,T−1
= 0

for q∗i,T−1, using a cubic spline to interpolate the vector calculated in (a). This gives the

static best response quantity for a firm with ci,t = ci and the lowest quantity on i’s quantity

function.

(c) Using this quantity as the initial point4, solve the differential equation (8) to find i’s

best response signaling quantity function. This is done using ode113 in MATLAB, with

cubic spline interpolation used to calculate the values of the numerator and the denominator

between the gridpoints. Interpolation is then used to calculate values for the quantity function

for the specific values of ci,T−1 on the cost/belief grid
(
ci,T−1,ĉ

j
i,T−2, cj,T−2

)
.

(d) Update the current guess of i’s quantity strategy using

Qiter=k+1
i,T−1

(
ci,T−1,ĉ

j
i,T−2, cj,T−2

)
= (1− τ)Qiter=k

i,T−1

(
ci,T−1,ĉ

j
i,T−2, cj,T−2

)
+ ...

τQ
′

i,T−1

(
ci,T−1,ĉ

j
i,T−2, cj,T−2

)
∀ci,T−1,ĉ

j
i,T−2, cj,T−2

where Q
′
i,T−1 are the separating best response functions that have just been computed. For

our examples, we use τ = 1

1+iter
1
6
.

(e) Check if the maximum difference between Qiter=k
i,T−1 and Q

′
i,T−1, across all gridpoints,

best response, where the derivative will be equal to zero. For example, with nested logit demand we use
share steps of 0.001.

4In practice, the exact value of the derivative will be zero at the static best response, so that the differential
equation will not be well-defined if this derivative is plugged in. We therefore begin solving the differential
equation at the quantity where Πi,T−1

3 + 1e-4 = 0.
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is less than 1e-6. If so, terminate the iterative process, else update the iteration counter to

iter = iter + 1, and return to step 2(a).

(f) Verify that the solved quantity functions are monotonic in a firm’s own marginal cost,

and that, given the quantity functions of the rival, that the single-crossing condition holds

for the full range of quantities used in the putative equilibrium.

Step 3. Compute i’s value Vi,T−1,

Vi,T−1

(
ci,T−2, ĉ

j
i,T−2, cj,T−2

)
= ...

ci∫
ci

cj∫
cj


π
(
Q∗
i,T−1

(
ci,T−1, ĉ

j
i,T−2, cj,T−2

)
, Q∗

j,T−1

(
cj,T−1, cj,T−2, ĉ

j
i,T−2

)
, ci,T−1

)
+βVi,T (ci,T−1, cj,T−1, ci,T−1)

× ...

ψj(cj,T−1|cj,T−2)ψi(ci,T−1|ci,T−2)dcj,T−1dci,T−1

where we are recognizing that equilibrium play at period T − 1 will reveal i’s true cost to j.

Note that this is the case even if, hypothetically, ĉji,T−2 ̸= ci,T−2 (i.e., j was misled in period

T −2) because i should find it optimal to use its equilibrium signaling strategy given its new

cost ci,T−1 in response to j using a strategy based on its ĉji,T−2 belief.

B.1.4 Earlier Periods.

This process is then repeated for earlier periods, with an appropriate changing of subscripts,

using the strategies from the next period as the starting values. Given our assumption that

first period beliefs reflect actual costs in a fictitious prior period, this procedure will also

12



calculate strategies in the first period of the game.

B.2 Infinite Horizon Model.

In this paper we only make limited use of infinite horizon versions of our model. We find

equilibrium quantity functions in the continuous type model using a modification of the

procedure described above: in particular, we follow the logic of policy function iteration

(Judd (1998)) to calculate values given a set of strategies.

The equilibrium objects that we need to solve for are a set of stationary quantity func-

tions, Q∗
i

(
ĉji,t−1, cj,t−1

)
and value functions Vi

(
ci,t−1, ĉ

j
i,t−1, cj,t−1

)
which are consistent with

each other given the static profit function and the transition functions for firm types.

We start by solving the period T −1 game described previously (i.e., assuming that there

is a one more period of play where firms will use static Bayesian Nash Equilibrium strategies)

to give an initial set of signaling quantity functions (Q∗,iter=1
i ). We then calculate firm values

in each state
(
ci,t−1, ĉ

j
i,t−1, cj,t−1

)
if these quantity functions were used in every period of an

infinite horizon game. This is done by creating a discretized form of the state transition

process and calculating

V iter=1
i = [I − βT ]−1π′

i

(
ci,t−1, ĉ

j
i,t−1, cj,t−1

)

where

π′
i

(
ci,t−1, ĉ

j
i,t−1, cj,t−1

)
=

ci∫
ci

cj∫
cj

πi
 Q∗,iter=1

i

(
ci,t, ĉ

j
i,t−1, cj,t−1

)
,

Q∗,iter=1
j

(
cj,t, cj,t−1, ĉ

j
i,t−1

)
, ci,t


ψj(cj,t|cj,t−1)ψi(ci,t|ci,t−1)dcj,tdci,t

and T is a transition matrix that reflects the transition probabilities for both firms’ types
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and the behavioral assumption that equilibrium play in t (and future periods) will reveal

period t costs. Q∗,iter=1
j

(
cj,t−1, ĉ

j
i,t−1

)
will reflect Q∗,iter=1

i , applied to the states of the rival,

when the firms are symmetric.

V iter=1
i is then used to compute a new set of quantity functions, Q∗,iter=2

i , and the process

is repeated until quantities converge (tolerance 1e-4).

Even though, as a general matter, policy function iteration procedures may not converge

even in single agent settings, we find they work very well in our game setting although it

is sometimes necessary to update the quantity function to be a linear combination of the

previous guess and the newly calculated best response. The computational advantage of

the infinite horizon game comes from the fact that we do not perform the iterative procedure

described above for every period of the game: instead there is a single iterative procedure

where we solve for a single set of quantity strategies for the entire game.

B.3 Discrete (Two-)Type Examples.

A model where each firm can have one of two types has a much lower computational burden

than the continuous type model.

A Necessary Refinement. A disadvantage of the two-type model is that for a given

quantity strategy of firm j, firm i’s separating best response quantity function is not unique

in the sense that it depends on how firm j will interpret the signal. We therefore impose

a refinement that is consistent with the logic of the “intuitive criterion” (Cho and Kreps

(1987)), which has often been applied as a refinement in discrete-type signaling games where

only one player is signaling. Specifically, when we are looking for a player’s separating best
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response, we take the high cost type’s strategy as its static best response, as in the continuous

type model, and the low cost type’s best response quantity will be the maximum of (1) its

static best response, and (2) the quantity that would make a high cost type indifferent

between its static best response, and being viewed as high cost, and this quantity and being

perceived as low cost. Of course, this refinement is still not sufficient to guarantee a unique

equilibrium in either a finite horizon or an infinite horizon signaling game.

B.3.1 Solution Method.

The basic steps of the algorithms are the same as for the continuous type game, except that:

� we do not need to interpolate, as we can use a gridpoint for each possible state.

� we no longer solve differential equations to find best response quantity functions.

The computational routine for finding best response functions in a given period is as

follows. Suppose that we are looking to find the quantity strategy of firm i in period t when

it believes that j’s previous cost was cj,t−1 and j believes that i’s previous cost was ĉji,t−1.

We will repeat this process for each
(
ĉji,t−1, cj,t−1

)
combination, of which there will be four

in the duopoly model. We need to solve for two quantities: i’s quantity when its cost is ci

and its quantity when its cost is ci. We verify that future values are consistent with belief

monotonicity.

Step 1. Find q∗i,t(ci), which will be the static best response, as the solution to
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∂π̃(qi,t,Qj,t(cj,t,cj,t−1,ĉ
j
i,t−1),ci)

∂qi,t
= 0 where

π̃i
(
qi,t, Qj,t

(
cj,t, cj,t−1, ĉ

j
i,t−1

)
, ci

)
=

πi

(
qi,t, Qj,t

(
cj, cj,t−1, ĉ

j
i,t−1

)
, ci

)
Pr(cj,t = cj|cj,t−1) + ...

πi
(
qi,t, Qj,t

(
cj, cj,t−1, ĉ

j
i,t−1

)
, ci

)
Pr(cj,t = cj|cj,t−1)

Step 2. Find q∗i,t(ci). We first find the quantity, q′, higher than q∗i,t(ci), which would make

the high cost firm indifferent between output q∗i,t(ci) and being perceived as a high cost type,

and setting quantity q′ and being perceived as a low cost type, i.e.,

π̃
(
q∗i,t(ci), Qj,t

(
cj,t, cj,t−1, ĉ

j
i,t−1

)
, ci

)
+ βṼi,t+1(ci, ci, cj,t−1) = ...

π̃
(
q′, Qj,t

(
cj,t, cj,t−1, ĉ

j
i,t−1

)
, ci

)
+ βṼi,t+1(ci, ci, cj,t−1)

where

βṼi,t+1

(
ci,t−1, ĉ

j
i,t−1, cj,t−1

)
= Vi,t+1

(
ci,t−1, ĉ

j
i,t−1, cj

)
Pr(cj,t = cj|cj,t−1) + ...

Vi,t+1

(
ci,t−1, ĉ

j
i,t−1, cj

)
Pr(cj,t = cj|cj,t−1).

We also calculate the static best response quantity of the low cost type. If the static best

response quantity is greater than q′, and the low cost type’s current and future profits when

it uses q′ and is perceived as low cost are higher than if it uses its static best response and is

perceived as high cost, then the best response quantity achieves separation. Otherwise, we

use q′.
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